Understanding protein folding via free-energy surfaces from theory and experiment

Aaron R. Dinner, Andrej Šali, Lorna J. Smith, Christopher M. Dobson and Martin Karplus

The ability of protein molecules to fold into their highly structured functional states is one of the most remarkable evolutionary achievements of biology. In recent years, our understanding of the way in which this complex self-assembly process takes place has increased dramatically. Much of the reason for this advance has been the development of energy surfaces (landscapes), which allow the folding reaction to be described and visualized in a meaningful manner. Analysis of these surfaces, derived from the constructive interplay between theory and experiment, has led to the development of a unified mechanism for folding and a recognition of the underlying factors that control the rates and products of the folding process.

FOLLOWING ITS SYNTHESIS on the ribosome, a protein must fold to be functional. Although the cellular environment contains many factors that are involved in this process, the ‘code’ for folding is contained in the sequence, and many proteins have been shown to refold from denatured states in a test tube in the absence of such factors. In the past few years, advances in experiment and theory have led to considerable progress in our understanding of protein folding. There are two related ‘protein folding problems’: one concerns the mechanism by which proteins fold to their native structure3–6 and the other the way in which the sequence selects that structure7. In this article we focus on the mechanism of folding and discuss some of the concepts that have emerged recently to enhance our understanding of this complex process.

We find it helpful to compare and contrast our knowledge of protein folding with ideas that were developed 30 years ago to describe simple chemical reactions8. All reactions take place on potential energy surfaces, which represent the energy of interaction of the atoms involved as a function of their positions. From such surfaces, the trajectories along which molecules move from reactants to products can be calculated, and the transition states and significantly populated intermediates (if any) that exist along the reaction pathways can be determined. Although protein folding, which can involve several thousand coordinates, is clearly much more complex than a simple chemical reaction, energy surfaces play an essential role in both cases. However, one consequence of the much greater conformational freedom of polypeptide chains is that entropy is more important in protein folding than in most small-molecule reactions. As a result, for a folding reaction it is essential to consider the free energy rather than just the potential energy.

The concepts that are emerging from the nature of the surfaces, often pictorially referred to as energy landscapes11,12, have resulted in a new view of protein folding. This view has stimulated alternative interpretations of existing experiments and has led to the design of new experimental strategies to probe the details of the folding process13. Of particular significance is the emergence of a unified mechanism for folding that serves as a framework for further theoretical and experimental investigations of the behavior of specific protein molecules.

The protein folding reaction

To study protein folding in vitro, the solution conditions are generally changed from ones that stabilize the unfolded state to ones that stabilize the native state (e.g. by rapid dilution of denaturant). The reaction thus starts with a de-natured polypeptide chain, which, in its limiting form, can be described as a random coil with no persistent long-range interactions14. It consists of a statistical distribution of rapidly interconverting states with different local and global properties. Fig. 1a shows the nature of the ensemble of conformations associated with a random-coil polypeptide chain under denaturing conditions. As can be seen from the figure, there is a dominant contribution from relatively extended conformations, but some conformations that are nearly as compact as the native structure also occur, although the probability of being in the native state itself is negligibly small. Although the distribution of conformations in the initial random-coil state approximates to that expected for a simple organic polymer on a global level, each amino acid is limited to certain regions of backbone dihedral angle space at normal temperatures (Fig. 1b). Even if it is assumed that each amino acid populates only two low-energy regions of the Ramachandran plot15–17, there are still of the order of 1020 or 1021 main-chain conformations for a small protein with 100 residues. During the folding process, the polypeptide chain becomes highly compact, and each amino acid adopts its native geometry. If it is assumed that interconversion between main-chain conformations can occur as rapidly as the laws of physics allow (at a rate of ~1015 s–1), it would take of the order of 1013 years to search 1021 conformations. The fact that folding to
the lowest-energy conformation occurs in a short time (typically in a second or less), in spite of the length of time needed for a systematic search of all conformations, has become known as the 'Levinthal Paradox'\textsuperscript{12}. It is interesting to note that, with $10^{20}$ possible conformations, every molecule in a test tube, which contains at most $10^{28}$ molecules, could be in a different conformation in the random-coil state. Thus, describing the folding reaction requires a way of treating the behavior of a wide range of different structures. This poses significant challenges for both theory and experiment and, until recently, has limited progress in understanding protein folding.

**Simulations of protein folding**

It typically takes a millisecond or more for even a small protein to fold. However, with present-day computers, it is not possible to simulate the behavior of a protein for more than approximately one $\mu$s of physical time if the motions of all the atoms and the associated solvent molecules are considered explicitly\textsuperscript{4,5}. It has been necessary therefore to develop simplified theoretical models to perform the large number of simulations required to obtain a meaningful description of the kinetics and thermodynamics of the folding reaction. Because of the simplifications, the results from such model calculations tend to be `generic,' in character. They suggest possible mechanisms of folding but cannot determine how a specific protein folds. For the latter, experiments and more detailed theoretical models are required, as we discuss below. Nevertheless, important insights have been obtained from simplified models.

One widely used class of models represents a protein as a string of beads positioned at sites on a lattice: at most, only one bead can occupy each site because of steric constraints. The beads interact with each other by pairwise contact potentials\textsuperscript{6,15,16}, which are effective energies (or 'potentials of mean force') in that they represent the residue-residue interactions in the presence of equilibrated solvent. The effective energies are usually chosen such that the beads attract each other, on average, which results in a lowest-energy conformation (the 'native state') that is fully compact (the $3 \times 3 \times 3$ cube at the bottom of Fig. 2), as an approximation to the highly compact organized structure of a native protein.

The motions of the model polypeptide chain are simulated with a dynamic Monte Carlo algorithm\textsuperscript{1}. Small random changes in the conformation of the chain are made repeatedly and accepted or rejected according to a rule, which is based on the change in energy. The algorithm is such that the probability is greater for the system to move to conformations of lower rather than higher energy. This mimics the situation in a real protein, where native-like interactions are on average more stabilizing than non-native ones. Many moves carried out in succession result in a folding trajectory that is directed by the potential energy function. The ability to `watch' these models fold sets them apart from earlier phenomenological treatments in which molecular populations or concentrations of simplified folded fragments (e.g., helices) evolved according to diffusion equations\textsuperscript{14}. The fact that the models do not involve specific assumptions about the folding process has been a major factor in the recent revolution in thinking about the mechanism of protein folding.

Because even simple molecules have many degrees of freedom, it is not feasible (or useful) to consider each conformation explicitly. Instead, it is necessary to introduce a reduced set of coordinates that characterizes the reaction and then to describe the full configuration space in terms of these coordinates. In the case of a simple chemical reaction, the choice of such coordinates is usually straightforward; for example, if the reaction involves the formation of a bond, a reasonable coordinate would be the distance between the two atoms involved. In the case of protein folding, the determination of the appropriate coordinate(s) is much more difficult\textsuperscript{11,15}. A useful approach employs one or more `progress variables', which describe the similarity of each conformation to the native state; such variables differ from true reaction coordinates in that they need not correspond to a minimum free-energy path through the transition state(s).
The free-energy surface calculated for the folding of a 27-mer from the simulations as a function of two commonly employed progress variables is shown in Fig. 2 (Ref. 16). The first coordinate, $Q_0$, is the total number of contacts (native and non-native) between residues in the chain that are not covalently bonded to each other, and the second coordinate, $Q_0^*$, is the number of native contacts that are present in a given conformation. A typical folding simulation begins in a random conformation that is analogous to the state of a real protein molecule immediately following rapid dilution of denaturant. On average, the chain collapses rapidly to an ensemble of species with -60% of the total number of possible contacts, of which only -25% are native-like (yellow trajectory in Fig. 2). At this stage of folding, there is a broad lapse, the chain encounters the rate-limiting stage of the reaction, which is a random search through the semi-compact conformations for a transition state that leads rapidly to the native state.

Although in the case of small-molecule reactions the transition state is typically very restricted and geometrically well defined, this is not usually the case in protein folding. For the 27-mer, there are $\sim 10^{13}$ conformations that make up the transition-state ensemble, the common feature of which is that they comprise between 80 and 90% of the native contacts (three examples are shown on the left in Fig. 2). Given that the model polypeptide chain needs to find only one of the $10^3$ transition states out of $10^{10}$ collapsed conformations, it can reach the native state in only $10^7 / 10^{10} = 10^3$ Monte Carlo moves, which is a small fraction of those that would be required to visit all the conformations ($10^{18}$ or more). This means that the problem posed by the 'Levinthal Paradox' has been conceptually resolved: folding of the lattice model has demonstrated that it is possible to find the native state after searching through only a minute fraction of the total number of conformations.  

Because the number of conformations at each successive stage of the folding process decreases (as indicated in Fig. 2), the entropy loss during folding plays an important role in determining the shape of the free-energy surface, in contrast to most small-molecule reactions. To see how the energy and entropy act together to yield the minima and barriers in Fig. 2, it is useful to consider a diagram in which these components are shown separately (Fig. 3). Two important cases are shown. In the first case (Fig. 3a), the effective energy decreases monotonically on average, as the protein folds. We emphasize, on average, because each individual trajectory actually samples a series of microscopic local minima and barriers. If the contribution to the free energy of the configurational entropy decreases faster than the average energy, a "bottleneck" results, and there is a barrier on the free-energy surface that corresponds to the transition states in Fig. 2. The form of the surface is such that the trajectory undergoes random motions that are biased towards the native state because, as pointed out...
Individual molecule needs to sample only from the lattice simulations is that an ‘Levinthal Paradox’ that has emerged simply by lowering the temperature. A transition from a surface of the type shown in Fig. 3a to the type shown in Fig. 3b can be achieved for a given sequence. The barriers lead to a decrease in the effective energy decreases rapidly as the structure of the native state is the same as in Fig. 3a, but it has been destabilized relative to the denatured state by increasing the dispersion of non-native interactions, so that non-native contacts can more readily compete with native ones: the folding time for this surface is determined primarily by the energetic cost for rearrangements between compact conformations. Effective energy corresponding to (a); it shows a funnel-like behavior. Effective energy corresponding to (b); it shows a rapid decrease followed by fluctuations resulting from interconversions between compact conformations.

Above, native-like interactions are on average more stable than non-native ones. The second case (Fig. 3b) shows a surface from a simulation of a sequence for which the structure of the native state is the same as in Fig. 3a, but it has been destabilized relative to the denatured state. The effective energy decreases rapidly as the chain collapses to a disordered globule. After that, the energy remains relatively constant, with small barriers to further folding arising because non-native contacts (most of which stabilize a compact state) must be disrupted to allow native ones to be formed during the reorganization of the globule to give the native state. The barriers lead to a decrease in the rate of exploration of the energy surface. A transition from a surface of the type shown in Fig. 3a to the type shown in Fig. 3b can be achieved for a given sequence simply by lowering the temperature. The essence of the solution to the ‘Levinthal Paradox’ that has emerged from the lattice simulations is that an individual molecule needs to sample only a very small number of conformations because the nature of the effective energy surface restricts the search and there are many transition states. Individual polypeptide chains are likely to follow different trajectories in which the native contacts are formed in different orders. The trajectories tend to have more characteristics in common as the native state is approached. Because the energy and the number of conformations accessible to the ensemble of molecules decrease as the number of native contacts, Q₀ increases, as shown in Figs 3a and 3b, the term ‘folding funnel’ has been introduced to describe the energy surface accessible to a polypeptide chain under refolding conditions. Whether the ‘funneling’ is significant (i.e. there is a faster reduction in the number of conformations that are sampled than is required from the native-like structure formed at each stage of the reaction) depends on the exact nature of the surface.

Experimental methods of studying folding

Experiments can be used to test the concepts arising from the simulations, but the methods of doing so are not straightforward because the population of polypeptide chains is extremely heterogeneous during the critical parts of the folding process. As a result, the conventional description of a ‘structure’ is often inadequate, and even the concept of an ‘average structure’ might be of limited value. Another complication is that, although folding is slow compared with many simple reactions, it is still fast (typically milliseconds to seconds) relative to the time scale of most structural methods applicable to macromolecules.

One approach to overcoming these problems is to use a variety of techniques to follow the development of different aspects of the formation of structure as a function of time. For example, far-UV circular dichroism (CD) can be used to determine the average content of secondary structure, whereas near-UV CD can be used to monitor the formation of close-packed structure around aromatic rings. Such methods have provided a global description with useful time resolution of the structural changes that take place during the folding reaction of several proteins. Until recently, these approaches were limited to events on the millisecond timescale or longer, but now, methods using CD, fluorescence and infrared spectroscopy are being extended to study early (sub-millisecond) events in protein folding.

More detailed analysis of folding trajectories requires monitoring the nature and energies of the interactions between individual atoms as a function of time. There are two experimental approaches that can supply this type of information. One makes use of NMR spectroscopy and the other of site-directed mutagenesis (or protein engineering). The utility of the NMR method rests on its specificity at the level of individual atoms and on its ability, in principle, to determine the distribution of structures in a conformational ensemble (as well as the average structure) from parameters extracted from the spectra. The close proximity of pairs of atoms can be detected through the measurement of nuclear Overhauser effects (NOEs), and less specific information is available from measurement of, for example, hydrogen-exchange data, chemical shifts and relaxation phenomena. Limitations on the sensitivity and time resolution of such methods are being overcome, and this approach has great potential for the study of protein folding.

The other approach, the protein engineering method, depends on a

---

**Figure 3**

Quantitative schematic decomposition of the free energy of a 27-mer into its energetic and entropic components. At each value of Q₀ (i.e. the number of native contacts), we draw a parabola whose lowest point corresponds to the average effective energy E(Q₀) and whose width depends on the configurational entropy S(Q₀) = E(Q₀)/P = P[0.2/S(Q₀) + 1]. P can be viewed as a measure of the width of the conformational ensemble for a given number of native contacts Q₀. (a) The sequence and temperature are as in Fig. 2; the effective energy decreases steadily and the free-energy barrier to folding derives from the configurational entropy. (b) A sequence for which the native structure is the same but has been destabilized relative to the denatured state by increasing the dispersion of non-native interactions, so that non-native contacts can more readily compete with native ones: the folding time for this surface is determined primarily by the energetic cost for rearrangements between compact conformations. (c) Effective energy corresponding to (a); it shows a funnel-like behavior. (d) Effective energy corresponding to (b); it shows a rapid decrease followed by fluctuations resulting from interconversions between compact conformations.
comparison of the properties of the wild-type protein with those of a series of mutants. In brief, it is assumed that a residue is involved in native contacts in the transition state if a reduction in the size of its side chain by mutation (e.g. replacement of valine by alanine) destabilizes the transition state (as measured by a decrease in the folding rate) as much as it destabilizes the native state. Intermediates can be probed in an analogous manner, but the main strength of the method is its ability to shed light on the structure of the transition-state region. A combination of the NMR and protein engineering approaches, complemented by the other methods already mentioned, is critical to linking experiments on small proteins with theoretical descriptions of the folding reaction.

Linking theory and experiment

Simple folding reactions. From the coincidence of the development of native-like character observed by different experimental techniques, the folding of many small proteins appears to be a fast, effectively two-state, reaction. This means that the barrier to folding is low, and the population of protein molecules at any given stage of the reaction consists largely of either fully folded or essentially unfolded molecules. The free-energy surface in Fig. 2 is in accord with such simple two-state folding behavior. The calculated kinetics of folding on such a surface are exponential for an ensemble of molecules, as do the observed kinetics of small simple and fast-folding proteins. Thus, in a global sense, the protein folding reaction can be deceptively similar in its kinetics to many small-molecule reactions.

The position of the rate-determining barrier in the folding reaction can vary with sequence. In the case of the 27-mer discussed above, the free-energy barrier that separates the folded and unfolded states occurs relatively late in the reaction. This is also true for many proteins, but in some cases, the transition state appears to involve only a small group of strong contacts (a 'nucleus' or 'folding core'), which simplifies the search process and increases the rate of the reaction. One protein for which such a nucleus is well documented is chymotrypsin inhibitor 2 (CI2). Although the important contacts are well defined, more realistic (all-atom) simulations of unfolding (rather than folding) indicate that only some of them are present in each member of the transition-state ensemble.

Even for a given sequence, the chain can be extended or collapsed when individual folding trajectories encounter the rate-determining barrier. In Fig. 2, collapse is fastest along the red trajectory, whereas it is slowest along the green one. The average behavior (yellow trajectory) depends on the relative strength of native versus non-native interactions. For a model of a three-helix bundle protein in which the residues were simplified but were not restricted to a lattice, it was found that the strength of the native contacts, relative to other contacts, determines whether the collapse results in a highly disordered or in a partially ordered (molten-globule-like) state (described in detail below). Whether or not the collapse precedes the formation of extensive native structure has important implications for the kinetics of folding. Experiments and simulations indicate that interconversion between conformations is slower in compact states than in more extended ones. Thus, folding along the red trajectory in Fig. 2 is expected to take longer on average than folding along the green one.

An experimental indicator of proteins that collapse rapidly to a partially organized compact state, which then converts more slowly to the native state (red trajectory in Fig. 2), is that the various spectroscopic probes exhibit different kinetics. Barstar appears to be a protein with such folding behavior. Its folding corresponds to that expected for the energy surface shown in Fig. 3b. The roughness in the energy surface is associated with barriers to structural reorganization within the compact phase. Although included only implicitly in lattice models through the choice of pairwise interactions, one source of such barriers is the formation of contacts between side chains that are not closely packed in the native state. In contrast to barstar, it has been shown with small-angle X-ray scattering (SAXS) that, in the Ig-binding domain of protein L, collapse and folding occur simultaneously (green trajectory in Fig. 2).

The behavior of a given protein at physiological temperatures can be anywhere in the range of possibilities suggested by the two 'limiting' cases shown in Fig. 3. Moreover, mutations or changes in conditions that perturb the interactions between residues can result in a transition from a surface such as the one in Fig. 3b to one that corresponds to Fig. 3a. For example, mutation of a hydrophobic core residue in ubiquitin results in a shift from three-state to two-state kinetic behavior by destabilizing a partially folded intermediate.

Similarly, lowering the pH prevents a histidine in cytochrome c from forming a non-native ligation to the heme and thus accelerates folding to the native state. More generally, it can be expected that, as more detailed microscopic information is obtained, the complex nature of the folding behavior of even such apparently simple fast-folding proteins will become apparent.
The intermediate at different rates\textsuperscript{42}. The majority of molecules (70%) isomerism in the manner discussed above. The majority of molecules (70%) populates an intermediate with persistent structure only in the \( a \) domain; further folding from this intermediate involves either a transition over a higher barrier, or partial unfolding to enable the remainder of the folding process to occur along the fast track. Residues whose amide hydrogens are protected from solvent exchange in the native structure (as assessed by NMR) are colored red (\( a \)-helices and \( b \)-sheets). The schematic structures of the various species were generated by constraining residues that are protected in those states to their conformations in the NMR structure\textsuperscript{68} and heating the system to very high temperatures in molecular dynamics simulations. In the simulations, the disulfide bonds were kept intact, as they were in the experiments.

This diversity in folding trajectories has been attributed to the disordered nature of the collapsed structure formed rapidly after folding is initiated and to the differences between the various intermediates that are formed during the folding process\textsuperscript{42,43}.

A schematic representation of a free-energy surface that explains at least qualitatively some of these features of the experimental data is shown in Fig. 4. Because lysozyme has at least two predominant pathways, at least two coordinates are needed to describe its folding behavior; we use the number of native-like contacts in each of the domains (\( Q_a \) and \( Q_b \)). The trajectories indicated on the energy surface illustrate two possible folding scenarios. Along the yellow trajectory, the \( a \) and \( b \) domains form concurrently, and the free energy decreases almost monotonically towards the native state (the ‘fast track’). By contrast, along the red trajectory, formation of the \( a \) domain precedes that of the \( b \) domain, and the system becomes trapped in a free-energy minimum. Whether or not the \( a \) domain must partially unfold (indicated by a slight reversal in the red trajectory) to form the \( b \) domain (and, ultimately, the native state) remains unclear. The observed kinetic diversity discussed above suggests that a range of different events might be involved in overcoming the barriers to folding after formation of the stable \( a \)-domain intermediate. In all cases, the final step in folding appears to be the docking of the two domains to form the native structure\textsuperscript{43–46}.

The experimentally established behavior for lysozyme (see Fig. 4) has a striking resemblance to independent simulation results for a lattice polymer model of comparable size: a 125-mer with a 5 \( \times \) 5 \( \times \) 5 cubic native state\textsuperscript{15,27}.

As in the experimental example of lysozyme, the free-energy surface from the simulations is plotted as a function of two progress variables (Fig. 5), which were selected because they give a meaningful description of the folding reaction. The first of these is the number of ‘core’ (or ‘nucleus’) contacts (\( Q_c \); residues shown in red), which were identified as those involving a minimal set of residues, which, upon formation of their native contacts, leads to consistent rapid folding. There are 34 such native contacts (out of a total of 176 in the fully compact state). The second progress variable is the number of native contacts in a set missing from the most prevalent folding intermediate (\( Q_m \); residues shown in yellow). There are 15 such contacts; many, but not all, are on the surface.

Folding of the 125-mer begins with a rapid collapse to a semi-compact state followed by a slow, random search for the core; this part of the reaction is much like the complete folding of the 27-mer. Once \(-60\%\) of the core contacts are formed, the system reaches the transition states, which occur at a shallow entropic barrier on the free-energy
surface. Several major pathways for folding pass through this region. For a typical sequence, in ~15% of the trajectories, the chain finds several additional core contacts and folds directly to the native state (fast downhill folding along the yellow path). In another 40% of the trajectories, the chain forms particular native and non-native contacts outside the core (as illustrated by the transition state along the red trajectory), which divert the chain to a long-lived intermediate (an example of which is in the back-left corner of the surface in Fig. 5). In this intermediate, there are two subdomains (the first of which includes the three upper planes of the $5 \times 5 \times 5$ cube in Fig. 5, and the second of which includes the remainder of the residues) that are each substantially folded but are not packed against each other because of the presence of non-native structure. An energetic barrier must be overcome to escape from this state because stable contacts must be broken. In the remaining 45% of the trajectories, the chain also becomes partially misfolded but succeeds in escaping from the traps more rapidly. Statistical analysis of a database of 200 125-mer sequences has demonstrated the universality of the mechanism described above [45,51]. However, the specific fraction of fast- and slow-folding trajectories varies with sequence; because of the different roles played by the core and surface residues, the folding ability depends on both the secondary-structure content and the spatial distribution of low-energy contacts within the native state. This contrasts with results for the 27-mer, where no relationship was found between the folding rate and the secondary-structure content.

As suggested by the similarity of Figs 4 and 5, the folding mechanisms of the 125-mer lattice model and of lysozyme have many elements in common. In addition to the aspects already noted, in both cases, the solvent exposure of the transition state varies with temperature in a Hammond manner (i.e. the transition state moves towards the product as the latter is destabilized) [45,51], and the tendency to populate intermediates decreases as the temperature is raised [52]. Nevertheless, the relationship between the 125-mer and lysozyme is still at the level of an analogy; that is, the well-defined progress variables of the former need to be related more closely to the experimentally accessible variables of the latter. Additional experiments and simulations with more realistic models are in progress to achieve this objective.

**Sequence, folding and structure**

Determinants of structure. Determining how the native structure is encoded in the sequence of a protein is a major challenge, primarily because the specific fold is based on many weak (local) preferences for one structural feature over another. Understanding the folding code would provide insights into the way that evolution has given organisms the ability to synthesize a vast array of molecules with different functions by use of a rather subtle variation in the properties of the 'substituents' (the amino acid side chains) on an otherwise identical 'scaffold' (the polypeptide main chain). Moreover, it would allow us to exploit more effectively the immense body of data emerging from genome sequencing projects [51] and, ultimately, to design proteins with novel properties. The mechanism of folding also provides insights as to how the structure is coded by the sequence.

In the early stages of folding, the weak preferences for different types of secondary structure in different regions of the sequence, coupled with the free-energy preference for burying hydrophobic residues and maintaining the solvent accessibility of polar residues, drive the protein molecules into native-like regions of conformational space. Such behavior has been seen in experiments [52,53] and in molecular dynamics simulations of peptides [54]. For proteins, the resulting state is believed to be similar in structure to 'equilibrium molten globules', which have a native-like topology but lack well-defined, unique tertiary interactions [54,55].
idea that the overall fold is determined by general aspects of the pattern of residues in the sequence, such as those enumerated above, is supported by the fact that it has been possible to design novel polypeptide sequences that fold into simple motifs (e.g. four helix bundles or β-barrel structures)47. Such designed sequences usually (but not always)27 yield molten globules rather than well-structured proteins.

Interconversion of a molten globule generated during folding to the fully native state requires the close packing of side chains. This final stage in the folding process tends to be highly cooperative and all residues are involved. An essential consequence of the balance between energy and entropy that leads to the unique stable native states is that only one fold is of low enough energy for a given sequence. This requires that there be a sufficient difference in energy between the native state and the many structures that can exist without close packing (an ‘energy gap’).26. Alternative close-packed folds of natural proteins will not normally be able to accommodate all the residues without large energy penalties, which eliminates the possibility of misfolding into very different, but well-defined, structures.

Determinants of folding rate. For small two-state proteins, it has been found that the folding rate is correlated with the contact order (the average separation in sequence of atomic contacts)26. In general, α-helical proteins, which have a larger fraction of sequentially short-range contacts, fold faster than mixed-α/β or β-sheet proteins, which have a larger fraction of long-range contacts. Although lattice models do not fully capture the behavior of α helices, the first study to show statistically that short-range cooperative contacts accelerate folding was of the 125-residue lattice model described above26,27. The relationship between kinetic behavior and equilibrium structure derives from the fact that the transition state involves many of the native interactions, as observed in both experiments26 and simulations29, so that the transition state has a topology close to that of the native state. For a folding reaction that is rate-limited by an entropic barrier15, increasing the fraction of contacts that are short-range in the native state (and thus the transition state) accelerates folding in two related ways: (1) it facilitates locating the transition state by a diffusive search, and (2) it lowers the entropic barrier to folding26. It is important to note, however, that the absence of non-native interactions in the transition state is not inconsistent with their presence in off-pathway intermediates that lead to more complex kinetics37.

In the excitement surrounding the simple empirical relationship between folding rate and contact order, stability is often neglected26. However, point mutations are known to have significant effects on the folding rate because the interactions involved in the folding core or nucleus depend on specific features of the side chains. Indeed, this is the basis for protein engineering experiments, which show that folding rates exhibit an approximately exponential dependence on changes in free energy26. The important role of stability in determining kinetic behavior, which was observed for lattice models, has been verified by incorporation of the free energy of unfolding into improved models for fitting experimental rates61. In any case, the relatively simple dependence of the folding rate on a small number of native properties is in accord with the unified mechanism for protein folding discussed above.

For small proteins, there is usually a single folding nucleus, and the degree of native-like structure is likely to be high enough to give rise to rapid subsequent folding and hence to two-state behavior. For larger proteins, multiple nucleation sites are likely to exist and give rise to more complex behavior, including a range of intermediates62. In either case, structural fluctuations must still be large enough to enable the molecules to explore different conformations until the lowest-energy state is reached. For larger proteins with multiple nucleation sites, this step is often the slowest one in the entire folding process.

Outlook
Schematic and simulated free-energy surfaces, such as those in Figs 4 and 5, allow the new view of folding to be compared with the more conventional picture. The concepts used in the latter, such as pathways, transition states, domains and intermediates, all remain meaningful in the new view, albeit in an ensemble context. Phenomenological models remain useful for describing the folding mechanisms of specific proteins and for interpreting experiments. For example, it has been shown recently that the diffusion collision model31 gives a quantitative explanation of the large changes in rate observed for certain mutations of monomeric λ repressor32. An essential point for the validity of such a description, in accord with the new view, is that the energy decreases as the various structural elements are formed in such a way as to guide the system to the native state. If the shape of the free-energy surface for protein folding is such that the trajectories of all the molecules are limited to a narrow region of conformational space, the description of folding in terms of a single pathway is likely to be satisfactory. However, even with relatively well-defined pathways, the excursions are expected to be much larger than those from the minimum free-energy pathway in small-molecule reactions. For surfaces on which the trajectories of different molecules pass through very broad regions of conformational space, a simple pathway description of folding might be inappropriate and could lead to incorrect interpretation of experimental data. An essential aspect of the new view of folding is that the different types of behavior observed in a variety of experimental studies are a consequence of the relative importance of different contributions to the free energy, not of fundamentally different mechanisms. The new view thus serves to unify the field in terms of a general mechanism of protein folding. Bringing together the recent advances in theory and experiment through the concepts of energy and free energy surfaces has provided an understanding of the essential elements of the mechanism of protein folding and has led to a framework for future research. It is becoming increasingly evident that not only is folding important for generating functional proteins, but, along with unfolding, it is an integral part of a range of biological processes ranging from molecular trafficking to the control of the cell cycle18,64. Moreover, it is now well established that a range of diseases, from cystic fibrosis to Alzheimer’s and from cancer to the transmissible spongiform encephalopathies, is associated with the failure of protein folding and unfolding to be controlled in an appropriate manner49–52. An increased knowledge of these complex processes at a molecular level52 is therefore expected to lead to fundamental advances in our understanding of many aspects of biology and medicine.

Acknowledgements
A.R.D. was a Howard Hughes Medical Institute Predoctoral Fellow and is now...
References